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In August 2022
the HPC
cluster was

assembled
at OAC.




Cluster Networks

Port single node
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Frontend + Beobox

« Management

o Login

2 x Frontend

Numbers Description
2 CPU AMD Milan 751316 Core (Total 32 Core)
1 960 GB SSD



Compute nodes

8 x Compute nodes

Numbers Description
2 CPU AMD Milan 751316 Core (Total 32 Core)
1 960 GB SSD
4 192 TB SSD =7.68 TB (Total)

6 x Compute nodes

Numbers Description
2 GPU NVIDIA A 40 48 GB RAM DDR6 PCle

512 GB RAM DDR4 3200



Lustre storage

Home + Scratch

Numbers nodes Description Capacity
2 Metadata Storage 38 TB SSD
2 Object Storage 1PBHDD

Numbers nodes Description Capacity
2 Metadata Storage 38 TB SSD
2 Object Storage

3.9 PBHDD
4 JBOD



NVIDIA A40 Hardware Specifications

Component main speed
NVIDIA second-generation RT ( ray tracing)  Peak FP32 TFLOPS (non-Tensor) | 37.4

Cores 84 Peak FP16 Tensor TFLOPS with | 149.7 | 299.4*
FP16 Accumulate

NVIDIA third—generation Tensor Cores 336 Peak TF32 Tensor TELOPS 74.8 | 149.6*
RT Core performance TFLOPS 73.1

GPU memory 48 GB GDDRG6 _
Peak BF16 Tensor TFLOPS with | 149.7 | 299.4*

it FP32 Accumulate

Memory bandwidth 636 GB Peak INT8 Tensor TOPS 299.3 | 598.6*
Peak INT 4 Tensor TOPS 598.7 | 1,197.4*

NVIDIA Ampere architecture-based CUDA « Structural sparsity enabled

Cores 10,752

TFLOPS = One trillion operations/s (mille miliardi di operazioni/s)
Frequency (1,3 -17) GHz

8 nm manufacturing



Hardware Cost Sustainability

o Increase in the price of a DDR4 RAM module

Preisentwicklung

Produkt: SK hynix RDIMM 64GB, DDR4-3200, 2RX4, reg ECC Available HW

Unavailable HW

. praien
== Preisentwicklung von Handlern aus EU bis 2026-02-22 (letzter Preis: € 529,00) v Optionen || Q Preisalarm setzen
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Hinweis: Ausfélle von Handler-Websites und andere technische Probleme kdnnen zu ungewdhnlichen Preisschwankungen flihren




PON-Funded SRT Enhancement

“The enhancement of the Sardinia Radio Telescope (SRT) for studying the Universe at high

radio frequencies Is funded by the National Operational Program (PONJ of the Italian Ministry of
University and Research ‘Research and Innovation 2014-2020°, Notice D.D. 424 of 02,28/ 2018

for granting funds aimed at enhancing research infrastructures, implementing Action /.1 -

Project Proposal PIROLO0010.”
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Scientific Software Stack Complexity

Thousands of software installations have been performed in the cluster.
Each can use different libraries.

Multiple versions of the same libraries and compilers.

To satisfy the requirements of 43 users.

The cluster must support both very recent and legacy scientific software.



System Constraints and Dependency
Management in HPC

« System-level dependencies can limit software compatibility.
« Backward compatibility is not guaranteed across library versions.

 Finding a stable configuration that satisfies all constraints.



Limits of Legacy Scientific Software

Object-oriented code can increase cache misses.

Pointer (Non-contiguous memory) layouts reduce computational

efficiency and limit optimization.

Scaling issues become critical as data volume increases.



Optimization Challenges and
Incremental Improvements

Some software does not scale efficiently with parallelization.
Compiler upgrades alone rarely produce dramatic speedups.
Optimization flags may provide modest improvements.

Significant scalability improvements require large code changes.



Extended Precision on GPU

Following a request by a cluster user, | developed a library for scientific
simulations.

The library is base o Matrix inversion algorithm in double-double precision on

CUDA.
Designed for large, ill-conditioned matrices.

Current GPU linear algebra libraries do not support quadruple precision.

This approach enables a precision twice the hardware double precision.



Queuve Waiting Times

*To reduce long queue waiting times, small jobs are encouraged to run
on workstations.

*Users working with small datasets.

*This helps prioritize large-scale HPC workloads.

* This approach ensures users choose the right computational resource
for their needs.

* Resources range from workstations to clusters and national-scale HPC
infrastructure.



Main Research Area

m [ xtragalactic Radio Astronomy

® Pulsars / High-Energy Astrophysics /
Neutron Stars

‘\ = Solar Physics and Space Weather

m Star Formation / Planetary Science / ISM




Predominant Workload Type

m | arge observational data
reduction

® Radio imaging /
interferometry

m Simulations

® Theoretical modeling




Cluster Usage Frequency

m Daily ® Monthly

<




Main Type of Usage

m Automated pipelines
" ® Data reduction
= Numerical simulations

m Software testing

N




GPU Usage




Jobs Submitted per Month

<0 m>200 =10-50 m50-200




(Dueue Waiting Time

m <1hour

® -6 hours
‘ ® 6-24 hours




Used Technical Support

4
e’



Evaluation of the Support Received

m Excellent

.‘ ® Good
m Haven't used technical

support




Available Documentation

—

® Adequate
® Complete and clear
® Never used documentation

m Partial



Programming Languages Used

m CUDA
® Fortran
m Python




Parallelization Library

)
S

= CUDA

m Hybrid MPI OpenMP
= None (serial code)
® Open MP

= OpenMP

= python multiprocessing



Code Scales Efficiently Beyond

m >b4

m 32 cores
® 64 cores
m 8 cores

® | don't know

<«



Priority for the Next Upgrade

'
oS

m [aster storage
® More cores per node

® More GPUs
®m More nodes



Cluster Essential for Your Results?

m Useful but not essential

' ® \ery important
® Yes, fundamental

N




Thank you for your attention!



