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N
Notice

The present slides are largely an adaptation of existing material, taken
from the Jurafsky & Martin textbook website, Manning's cs224n NLP
course and other sources including several scienti ¢ articles.

A copy of these slides can be downloaded and stored for personal us

Please do not redistribute. Other uses (e.g. for teaching purposes) are|
permitted only with my explicit consent and without removing credits.
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https://web.stanford.edu/~jurafsky/slp3/
https://web.stanford.edu/class/cs224n/
https://web.stanford.edu/class/cs224n/

-
What is a Language Model?

A language model de nes the probability of a word in context:
P(wjc)

The context is generally a sequence of words/tokens

The President of the United ____

A.l. Generativa e Large Language Models 2 Ottobre 2024 3/30



I /rd Representation
What are Words/Tokens?

Important to understand how words/tokens are represented

The idea is that each word is represented by a vector
\Embedding" because it's embedded into a space

The position of a word in a space is assigned based on the context
which that word usually appears

Related words ar@earby in space
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N o) o)
Embeddings

\A word is characterized by the company it keeps." (Firth, 1950)

Distributional Models of Word Meaning, Lenci, 2018
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Y °'r2ined Language Models
How are Embeddings Determined?

Embeddings aréearned by self-supervision

Idea of pretraining : learning knowledge about language and the
world from vast amounts of text

However, a given word can have di erent meanings in di erent
contexts polysemy): assigning each word a single one-size- ts-all
embedding is not enough

Embeddings must beontextual : they cannot ignore the
neighbouring words

The transformer is the standard architecture for building contextual
embeddings
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_ Transformer overview
Transformer: Overview

The transformer is a neural architecture made up of stacks of
transformerblocks

Each block is a multilayer network that maps sequences of input
vectors Kq;:::; Xn) to sequences of output vectorgd; ::;; z,) of the
same length
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Transformer Block

Each block contains aelf-attention layer, allowing to extract and
use information from arbitrarily large contexts

At each layer of a transformer (block), to compute the representatio
of a wordi we combine information from the representation ioat

the previous layer with information from the representations of the
neighboring words

The goal is to obtain acontextualized representation , representing
what a word means in the particular context in which it occurs
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Y - tention
Self-attention

Notice: if the aim islanguage modeling, the context to consider is
only that to the left of the word to predict ¢ausal attention)
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Y - tention
Self-attention

The core idea is tawompare pairwise all elements of the input
sequence, and emphasize theédlevance to one another

The result of these comparisons is used to compute an output
sequence for the current input sequence

For example, the computation ddi is based on a set of comparisons
between the inputxz and its preceding elements, x2, X3 and itself
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Y " 1on
Training Transformers

Teacher forcing
Parallel training
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N =
Decoding

There are several decoding methodauforegressive generation,
causal LM generation). Important ones are:

Beam search

Temperature sampling (reshape the distributiop:= softmax(u=))
Methods that emphasize the most probable words tend to produce
generations that are rated by people as more accurate, more cohere
and more factual, but also more boring and more repetitive

Methods that give a bit more weight to the middle-probability words
tend to be more creative and more diverse, but less factual and mo
likely to be incoherent or otherwise low-quality
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_ Autoregressive Text Completion
Autoregressive Text Completion
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_ Autoregressive Text Completion
Many Tasks can be Cast as Word Prediction
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Y = cocer Models
There isn't Only Language Modeling

Causal attention necessary for language modeling

However, if task is sentence classi cation, one can use context to tr
right as well

Bidirectional encoders consider all the context
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N . ol o o
Training Bidirectional Encoders
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Y sk Language Modeling
What Can We Learn from Reconstructing the Input?

Rome is the capital of_________.

lput _________ fork down on the table.
The woman walked across the street, checking for tra c over
shoulder.

| went to the ocean to see the sh, turtles, seals, and_______.

Overall, the value | got from the two hours watching it was the sum
total of the popcorn and the drink. The movie was________.

Iroh went into the kitchen to make some tea. Standing next to Iroh,
Zuko pondered his destiny. Zuko left the________.

| was thinking about the sequence that goes 1, 1, 2, 3, 5, 8, 13, 21
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Y 1" Finetuning
The Pretraining/Finetuning Paradigm

Once we obtain a language model, we can use it in many ways

A general paradigm for tackling a variety of downstream tasks using
language models consists in specializing the language model for a
target application (netuning or domain adaptation )

Pretrain (e.g., on LM): lots of text, learn general things

Finetune on your task: not many labels; adapt to the task
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Y 1" Finetuning
Limitations of Fine-tuning

Need for labeled data still may limit applicability of LMs

Potential to exploit spurious correlations in training data can create
problems to pretraining/ netuning paradign

Specialization vs generalizatiomdtastrophic forgetting )

Humans do not require large supervised dataset to learn most
language tasks

Very large pre-trained LMs seem to perform some kind of learning
example, without gradient steps

Recent trend: focus omprompting

Language Models are Few-Shot Learners, TB Brown et al, 2020

A Survey on In-context Learning, Q Dong et al, 2022

Pre-train, Prompt, and Predict: A Systematic Survey of Prompting Methods in Natural Language Processing, P Liu et al, 2021
Finetuned Language Models Are Zero-Shot Learners, J Wei et al, 2021
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Y - Context Learning
The In-Context Learning Paradigm

Few-shot learning: the model sees the task description and a few
examples of the task. No gradient updates are performed.

Involves learning from a broad distribution of tasks (implicit in the
pre-training data) and then rapidly adapting to a new task
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Y - Context Learning
The In-Context Learning Paradigm

One-shot learning: the model sees the task description and a single
example of the task. No gradient updates are performed.

It could be di cult to communicate the content or format of a task if
no examples are given
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Y - Context Learning
The In-Context Learning Paradigm

Zero-shot learning: the model predicts the answer given only a natural
language description of the task. No gradient updates are performed.

task unfairly hard?
in some settings, closest to how humans perform tasks
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N L e
In-Context Learning Requires Large Models
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N "'"cton LIS
Instruction Tuning

LLMs trained for language modeling are calleaindation models

Nowadays, foundation models are thackbone of NLP applications,
but are not optimized for question-answering, instruction-following o
conversations

Specialized versions can be developed by di erent forms of
ne-tuning, like instruction-tuning , and value alignment
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N <. oc 1
Reinforcement Learning with Human Feedback
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N B Lo
Some Known Issues with Large Language Models

Always keep in mind that LLMs are (sophisticated) next-word
predictors trained by rewarding their ability to mimic convincingly
what they have seen written, usingarameter memory

They can soundrery convincing, even when theyallucinate

\Stochastic parrots": they repeat based on language patterns learnt
at scale, but

There is no \understanding” in the sense we mean it (from experien
of the world), and no communicative intent

Ambiguity and polysemy requireommon sense

Image credits: Roberto Navigli @ Ital-IA: The Importance of Italian LLMs, Hallucinations and What's Next
EM Bender et al, On the Dangers of Stochastic Parrots: Can Language Models Be Too Big?
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